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AI Artificial Intelligence

AI4EO Artificial Intelligence for Earth Observation

AOI Area of Interest

ARD Analysis Ready Data

CNN Convolutional Neural Net; see also, convolution in Glossary.

DEM Digital Elevation Model

DL Deep Learning; see also, deep learning in Glossary.

EO Earth Observation; see also, earth observation in Glossary.

EM Electromagnetic radiation or spectrum.

GAN Generative Adversarial Net

GEO Geosynchronous equatorial orbit, aka. a geostationary orbit (= 35,786 km)

GIS Geographic Information System

GPS Global Positioning System

GPU Graphical Processing Unit

InSAR Synthetic Aperture Radar interferometry

LEO Low Earth Orbit (< 2,000 km)

LULC Land Use / Land Cover

Laser Light Amplification by the Stimulated Emission of Radiation; see also, laser in 
Glossary.

Lidar Light Detection and Ranging

MEO Medium Earth Orbit (2,000-35,786 km)

ML Machine Learning; see also, machine learning in Glossary.

MLP Multi-layer Perceptron

NDVI Normalized Difference Vegetation Index

NGO Non-Governmental Organisation

NIR Near-infrared (spectral band)

NLP Natural Language Processing

OSM Open Street Maps

PAN Panchromatic (spectral band); see also, panchromatic in Glossary.

PolSAR Synthetic Aperture Radar polarimetry

Radar Radio detection and ranging; see also, radar in Glossary.

RGB Red-Green-Blue bands

RNN Recurrent Neural Net; see also, recurrence in Glossary.

RS Remote Sensing; see also, remote sensing in Glossary.

SAR Synthetic Aperture Radar

SDG Sustainable Development Goals

SOTA State of the art; see also Glossary.

SR Super-resolution

SVM Support Vector Machine

SSL Self-Supervised Learning; see also self-supervision in Glossary.

SWIR Short Wavelength Infrared (spectral band)

TB Terabyte (1012 or 1 trillion bytes  = 1,000 gigabytes = 1,000,000 megabytes)

UV Ultraviolet (spectral band)

VHR / HR Very High Resolution / High Resolution

xAI Explainable AI

0.1 Acronyms
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Active (sensor) A sensor—like lidar, SAR—that emits its own EM pulses and perceives the proper-
ties of remote objects as alterations in the backscatter. See also, passive.

Aerial (sensor) An airborne sensor; on board an aircraft.

Aerosol Microscopic solid or liquid particles suspended in the atmosphere.

Amplitude A wave property that signifies the absolute range in which the wave oscillates.

Annotation Another term for ground truth and labels. They can be used interchangeably.

Architecture (DL) The design of a deep learning model, specifying how all the layers in the neural 
net connect. Due to their modular nature, rarely do two DL models share the same 
architecture, but they all fall under one of few types. Convolution works well in 
images; recurrence works well in sequential data.

Backscatter An EM wave backscatters when its reflection travels back the same direction it 
came from.

Band (spectral) An interval in the EM wavelength spectrum, within which a sensor measures the 
intensity of light received at such wavelengths.

Classification An ML task in which an input is assigned one of many categorical variables, such 
as detecting the presence of a ship in a satellite image.

Coherence A measure of alignment between the phases of all waves in a light pulse; useful for 
measuring the flatness of a surface.

Convolution (layer) A neural net layer found in CNN architectures, whose output does not change 
when the input signal is shifted. For example, a convolutional layer trained on 
building footprints activating when a building is present anywhere in the input 
image.

Deep learning A modular approach to ML with neural nets that contain many layers. Deep neural 
nets can learn complex features automatically from data, thus minimising the 
need for humans to engineer features based on intuition. For this reason DL is 
also known as representation learning, in the sense that deep nets form their own 
internal bank of features that best solve the task at hand. DL works best with at 
least thousands of datapoints available, and the use of larger models (in terms of 
layers and parameters) makes sense when more data is available. However, their 
modelling power comes at the cost of interpretability.

Diffuse reflection A reflected EM wave that travels in a direction different to that of backscatter.

Earth observation The combination of remote and in-situ based sensing for the Earth.

Feature (ML) The part of a ML model that numerically represents a certain pattern in the data. 
Features can be engineered by a human based on their domain expertise and 
intuition. A classic example is NDVI—a vegetation index commonly used in optical 
imagery. In neural nets, features can be learned automatically from data, and can 
be found in the output of a layer or the input of the layer after it.

Frequency The number of oscillations per second (in Hz units); useful for measuring the en-
ergy stored in a light wave and therefore determining the chemical composition of 
the material from which it was emitted—like water, soil, and vegetation.

Generative (model) A type of ML model that attempts to characterise how the observed data are gen-
erated. If successful, the model can generate novel instances of similar data, like 
rivers that do not actually exist.

Ground sensor A sensor installed on the ground.

Ground truth (data) The part of the dataset that is compared against the predictions of a ML model to 
assess its predictive ability. Typically such data are provided by human annotators 
and subject matter experts. Not to be confused with ground-based data.

Hyperspectral Similar to multispectral imagery, but each pixel is described by tens or hundreds of 
bands.

Ill-posed / ill-con-
ditioned

A characterization of mathematical problems referring to their difficulty due to not 
having enough input data to constrain the space of solutions to a useful degree. 
All ML problems are inherently ill-posed because they involve the inference of 
unknown quantities (locations, pixel values, etc) from noisy data. Such quantities 
cannot be verified with complete certainty, otherwise ML would not be required.

Image translation A type of ML task that changes the properties and look of an image. This can be 
a low-level change of the signal properties, like a radiometric calibration for har-
monising two sensors; or a higher level change of the image semantics, like cloud 
removal.

0.2 Glossary
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In situ (data) The opposite of remotely sensed data, when a sensor is physically connected to 
the observed object. In continual monitoring, a sensor might be transmitting meas-
urements in real-time, like the water-level at a perennial (always flowing) part of a 
river; or the soil moisture in the middle of an agricultural field. Non-real time in-situ 
data come from occasional or regular ground surveys.

Interferometry The use of overlapping EM waves and the interference between them, as a way to 
measure properties of remote objects, like distance or movement.

Labels (data) Another term for ground truth and annotations. They can be used interchangeably.

Land cover (data) Land classification scheme with respect to the surface physical material. Exam-
ples: water,  wetland, forest, grassland, shrubland, barren land, farmland, tundra, 
snow / ice.

Land use (data) Land classification scheme with respect to human use, e.g. agricultural, urban, 
industrial.

Laser Light in which all pulses are synced in phase (coherent).

Layer (DL) A module of a neural network which applies many linear functions independently 
to its input, each with a separate output. Also, a nonlinear function is often applied 
to further constrain the outputs to a desired range of values, like from 0 to 1, or to 
non-negative values.

Learning (ML) The fitting of a statistical model’s parameters to data, by means of a mathemat-
ical criterion that a) specifies the learned task, like precipitation forecasting; and 
b) instruments the progress of learning, like the error between the forecasted and
ground-truth values. For example: A regressor that forecasts precipitation, and a
classifier that indicates flooding, are both fit by minimising a discrepancy between
their predictions and the ground-truth target values.

Light Colloquially referring to electromagnetic radiation of all wavelengths. These include 
(from longer to shorter wavelengths): radio, microwaves, infrared, visible, UV, X 
rays, gamma rays.

Linear function A mathematical function of the form y = wx + b that describes a linear relationship
between x and y, with w and b as the slope and vertical offset of the line, respec-
tively. Such functions are fast to compute (even faster on GPUs) and can be easily 
interpreted by humans. For this reason, linear functions form the basis of most ML 
models—from linear regression to neural nets.

Linear regres-
sion

A statistical model that learns a linear function to model the relationship of two 
quantities. The model parameters (w and b) are learned from data. However, linear 
functions are limited in the complexity of features that they can learn from data. 
Therefore, neural layers often further apply a nonlinear function to allow for more 
complex (non-linear) features to be learned by the model.

Machine learning An approach to AI by learning correlations from data, and extrapolating them 
to new unseen data. Recent breakthroughs in ML are so often discussed as AI 
breakthroughs that the terms are seemingly synonymous. Strictly speaking, ML is 
a subfield of AI, but we use them interchangeably.

Multispectral A type of optical data where each pixel has a reflectance value per band, typically 
for 3-12 bands.

Neural net A modular composition of simple neural layers that together form more com-
plex mathematical functions than that of a single neural layer. Large neural nets 
contain hundreds of layers, each with hundreds of features. As a result, modern 
deep learning models contain between several thousand to billions of parameters, 
depending on the application.

Off-nadir angle The angle between the nadir (direction beneath the satellite) and the direction of 
view.

Optical (sensor) A type of light sensor operating on the visible and near-visible part of the spec-
trum.

Orbital (sensor) A satellite sensor, flying at an altitude ranging from hundreds (LEO) to thousands of 
km (MEO, GEO).
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Panchromatic 
(band)

An interval in the EM spectrum encompassing all visible light wavelengths. Wider 
bands capture more light per unit area, so images in the PAN band come naturally 
in higher spatial resolution, usually by an order of magnitude. On the other hand, 
equally bright objects that look distinct in RGB, do not look distinct in PAN. In this 
sense, some material properties become harder to resolve in a PAN band..

Pansharpening An enhancement of optical products that combines the higher spatial resolution 
of a PAN band, with the higher spectral information of RGB bands. This results in 
pansharpened RGB bands.

Parameter (ML) A degree of freedom in a statistical model, typically learned automatically from 
data. See also, linear.

Passive (sensor) A sensor, typically optical, that detects EM pulses from external sources. See also, 
active.

Phase A wave property that signifies the fraction of a full oscillation. As such, it can de-
scribe the relative shift between two waves in the direction of travel.

Point cloud (data) A dataset of coordinates in 3D space, each recording the origin of a backscattered 
pulse. Knowing the speed of light, a high-precision clock can convert the return 
time to a distance at the meter scale.

Polarisation The orientation of the oscillation plane of the wave with respect to an observer fac-
ing the direction of travel of the wave. One of many applications with SAR sensors 
is to infer tree density in a forest.

Polarimetry The use of the polarisation of an EM wave to infer properties of the observed 
surface, such as structure, orientation and environmental conditions around the 
surface.

Product (data) A compilation of digital signals generated by a sensor. The data product makes 
sense only in the context of its specification: the physical units of measure, 
pre-processing levels, metadata.

Radar A type of sensor that uses radio waves to measure distances (ranging), angles, 
velocities of objects.

Radiance (spec-
tral)

The power (energy per second) per unit area per unit frequency of an EM wave.

Recurrent (layer) A neural net layer found in RNN architectures, whose output is fed back to its input 
for many timesteps, and that allows them to retain a memory of common patterns 
in the sequential data. For example, a recurrent layer trained on crop yield time-se-
ries activating at the end of a harvest cycle.

Remote sensing The engineering field of sensors, their data processing, and the subsequent infer-
ence of properties of remote objects. On the Earth, sensors can be ground-based, 
aerial or orbital. In astronomy, objects of interest include (in order of proximity) 
the Sun, planets, stars, exoplanets, supernovae, gravitational waves, black holes, 
galaxies, the Cosmic Microwave Background.

Return time The time it takes for a light pulse to travel to the receiver (backscatter) after being 
reflected from a surface. Useful for measuring the distance to an object.

Revisit (satellite) The acquisition of multiple images from the same geolocation during different 
flybys of the satellite. 

Semantic 
Segmentation

An ML task in which each pixel of an image is classified into one of many categor-
ical variables, such as belonging to a building or not (building footprint segmenta-
tion).

Sensor A device designed to measure a physical quantity, like temperature.

Spectrum The continuum of wavelengths (and reciprocally, frequencies) of EM waves. The 
wavelengths that we can meaningfully observe range from 10-12 meters (smaller 
than an atom) to 100 km.

Specular reflection A mirror reflection of an EM wave (with respect to the surface normal).

Super-resolution The problem of enhancing the spatial resolution of an image.

Wavelength The distance of a full oscillation of an EM wave. It equals the speed of light divided 
by its frequency.
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This work is a brief survey of AI for Earth Observation, broken down into the following themes: 
sensor data, machine learning methods, and applications.

Earth Observation, Remote Sensing, Machine Learning—are all independent fields of study with 
their own research communities. Many textbooks have been written on each topic; entire physics 
and engineering courses are being taught on each sensor. Despite this, the conglomeration of 
Machine Learning, Remote Sensing and Earth Observation—henceforth referred to as AI4EO—
raises basic questions that are rarely motivated in isolated fields. 

For example:

• How can we tell what happens on Earth based on observations from space?
• How can we let data tell the story of a natural or anthropogenic phenomenon?
• How can we meaningfully combine sensors of fundamentally different mechanics?
• How can we place all data streams on the globe continuously and harmoniously?
• How can we do all of the above, mindful of noise, errors and observation gaps?
• Finally, how do we walk away with knowledge of what we don’t yet know?

We barely scratch the surface of each question, therefore, we invite readers to further engage 
with the literature that we cite throughout this work, also listed in the Bibliography. As with any 
technical field, there is no shortage of technical jargon. For the sake of brevity and levelling the 
field for newcomers, all such terms and acronyms are shown in bold and collected in a one-stop 
reference in sections 0.1 Acronyms and 0.2 Glossary. Although a layperson’s familiarity with AI 
and EO would be helpful, we assume no technical background. In the process, the reader can 
expect to gain an intuitive understanding and appreciation of

• underlying physical principles of common remote sensors;
• trade-offs in sensor specs, and how those affect the data modelling;
• SOTA of common ML tasks, and their translation to common problems in EO;
• ongoing challenges and opportunities posed by the intersection of AI and EO.
•
The latter explores a representative sample of EO use-cases across science and industry.

We start by addressing the following questions:

• What questions can EO help humanity solve on Earth?
• How has AI been serving EO; where will it go; where should it go?

1. Introduction
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EO can be thought of as a modern day ‘macroscope’1. Whilst traditional microscopes 
enabled us to study our world at the micro scale, satellite EO is enabling a global-scale 
view of the Earth and its processes. EO is relevant in contexts where meaningful patterns 
begin to emerge while ‘zooming out’:

• SDGs: questions on environmental and societal sustainability, with an emphasis on 
mitigation and prevention, see Figure 1. The real challenge is to put the answers to 
use through the political will to change behaviours.

• Science: fundamental questions on climate, ecology, society and their sustainability. 
There is synergy with SDGs, with an emphasis on the modelling and understanding 
of the natural phenomena within, like the impact of aerosols on global energy, 
drought assessment, and major changes to sea level.

• Situational awareness: real-time questions that support commercial, investigative2 

and military operations. The military complex is the best-funded client in the EO 
market. Disclosed operations are heavily filtered through mass media, so we will 
spend little time in this corner of EO. However, the tools and techniques you will read 
about are common across all contexts.

Figure 1: The 17 sustainable development goals set up in 2015 by the United Nations.

1 Macroscope (science concept) - Wikipedia
2 Bellingcat

1.1 Incentives

https://sdgs.un.org/goals
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Most of the images generated by satellites will never be seen by human eyes. There 
simply aren’t enough humans on Earth—let alone remote sensing experts—to sift 
through the TBs of imagery generated daily by a single constellation. So it stands to 
reason that a financially and mentally sustainable EO monitor should be a data mining 
operation at its core.

Sharing the cognitive load — AI and ML in particular, is the most promising technology 
available for scaling the automation of repetitive and menial cognitive tasks. With 
the proliferation of GPU chips, ML is being increasingly democratised. Underfunded 
NGOs and nonprofits have a chance to level the field in their campaigns through 
open-source tools and open-licenced data. ML is establishing itself as one of the 
mainstream paradigms in computing. The intention is not to replace classical computer 
programming, but to complement it by endowing it with the ability to learn from data. 
For this reason, the first cardinal requirement of any ML-based solution is to procure 
examples of data coupled with annotations created by human experts. More on this in 
section 3. AI for Analysis Ready Data.

Defying complexity — The second type of use-case for ML is to overcome data 
complexities that defy human intuition. Our visual cortex is tuned to those geometrical 
patterns that have best informed the real-time decisions of our ancestors. Remote 
sensing data are by definition not intuitive, like the hyperspectral signature of a metallic 
mineral; the changing periodicity of an infected crop field; a diluted but long discolouring 
of an oil slick—all measurable in ways that no human is meant to perceive. Another kind 
of complexity is epistemic—the lack in our knowledge. Scientists can now revisit old 
complex problems that previously defied traditional modelling, the classical example 
being weather forecasting.

Complementing human intuition — All of the above sound like the premise of a second 
industrial revolution, since the amount of data generated and stored in computers 
globally increases exponentially. However, one cannot simply automate the production 
of actionable intelligence. Data in their raw form is not very useful—most of it is too 
unstructured, incomplete, and in too many formats. On the other hand, the human 
experience is predicated on a universally agreed order of events—proper time and 
causality. A tenacity to discern cause from effect coupled with domain expertise, allows 
humans to ‘connect the dots’ in ways that are not yet reproducible by computers.

The operational needs around data storage, transmission, access, privacy and ethical 
requirements, only compound the growing technical debt of an ML-based solution. 
It suffices to say that until we deepen our understanding of human intelligence, it is 
human-AI synergy, not unadulterated AI-driven automation, that will trigger the real data 
revolution.

1.2 The role of AI and ML
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With private companies and world governments sending more powerful or more 
expansive constellations of satellites into orbit, our future is increasingly guided by ‘eyes 
in the sky’, and in commercial EO there is a lot of money to be made.

To make the most of their vantage point, optical EO satellites are equipped with powerful 
cameras, the best of which can observe events down on Earth at the sub-meter scale 
(VHR). EO satellites have a wide range of applications, with the most well known 
examples being weather and spy satellites. The former typically measure the visible part 
of the spectrum—for cloud formation, ice, fires, aerosols—and the infrared—for ocean 
and land temperature. Spy satellites fall beyond the scope of our survey, but it’s worth 
mentioning that they provide location-specific and task-based coverage, like military 
installations, the tracking of military activity (naval, ground, ballistic). We discuss the pros 
and cons of each sensor type in section 2. Sensors.

The vantage point of EO comes in handy in the monitoring of human impact on the 
planet, like deforestation, biomass estimation; the mapping and monitoring of natural 
resources, like inland water streams, minerals; agriculture; urban development, for roads 
networks, land use / land cover types. All of these applications depend on reliable remote 
sensing data, predominantly from satellite and aerial sensors, to bridge an observation 
gap endemic in in-situ data.

Understanding sensor data — Most AI for EO literature focuses heavily on the SOTA 
in AI methods. However, any textbook on statistics and ML would tell us that knowing 
your data is paramount in a data-driven endeavour. In this regard, AI4EO is no different. 
Therefore, a basic understanding of the sensors of EO data and their intricacies allows 
one to match sensors to applications, while accounting for the ensuing challenges in the 
AI downstream tasks at hand.

The art of observing from a distance — To measure the physical properties of any 
object in nature directly we must be close to it.  The term ‘remote sensing’ refers to the 
fact that we can observe faraway objects indirectly, by measuring the photons emitted 
by the object instead of the object itself. This is of relevance when, for example, if we 
cannot afford to measure the state of all crop fields in the UK directly (there are far too 
many), then the next best approach is to look at high-resolution photos of crop fields 
from space. Light is the most ubiquitous phenomenon on Earth, it is emitted into space at 
light-speed, all of the time. It is also the most versatile form of radiation: anything we can 
observe and understand about the Earth imprints itself on the properties of light waves—
return time, wavelength, polarisation, and coherence. We illustrate these aspects with 
examples in section 2. Sensors.

1.3 Earth Observation & Remote Sensing
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One cannot appreciate the SOTA in AI4EO without an understanding of the data 
challenges characteristic of EO sensors. Satellite imagery is unlike conventional 
photography. Geometrical intuitions that apply to everyday photos have historically 
benefit Deep Learning for Computer Vision, but they do not fully extend to satellite 
imagery:

• Pixels in the normal photos typically capture one type of material. In satellite photos,
pixels mix many types of materials.

• Normal photos typically come in RGB. Satellite photos are taken in many more
regions of light (electromagnetic spectrum) beyond RGB and are referred to as
‘bands’. Each triplet of bands (shown in a “false-colour” composite) highlights
different types of material. So our 3-channel human vision presents a processing
bottleneck, unless we know what we’re looking for, and the optimal bands that make
it “pop out”, like vegetation through NDVI.

• Satellite photos are georeferenced and timestamped, meaning that any one ‘tile’ is
part of a bigger mosaic of satellite images, both in space and in time. The inferences
that we need to make often pertain to large scale phenomena that span hundreds of
kilometres and/or several days, and therefore must be viewed in unison, as opposed
to isolated small “patches”, as is often the case in conventional computer vision.

2. Sensors

Figure 2. Revisit period vs. spatial resolution of selected EO satellite missions, classified by 
constellation size.
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Figure 3. Revisit period vs. spatial resolution of selected EO satellite missions, classified by satellite mass.

There are 2 main types of EO satellite instruments, depending on the source of the signal 
and the scale of the wavelength utilised: optical (signal from the Sun, micrometer scale) 
and SAR (generates its own signal, millimeter scale).

The effectiveness of optical satellite imagery depends on the sampling resolution in 
several dimensions: the spatial, spectral, radiometric, and the temporal. For example, 
the spectral and radiometric resolutions of Sentinel-2 are the most sought after in the 
remote sensing of agricultural, urban, and natural environments, as the spectral signa-
ture of many objects of interest is a good predictor of changes on the ground. However, 
the spatial resolution of Sentinel-2 (10m - 60m per pixel) effectively excludes the small-
est of those objects from observation, including vehicles, rural road networks, building 
footprints, smallholder parcels, small river tributaries, tree crops, and small solar panels. 
For spatial resolution-critical operations, the finer spectral and radiometric resolution of 
Sentinel-2 products is typically coupled with HR or VHR commercial products, like Plan-
etScope (3-5m), Pleiades (50cm) and WorldView-2/3 (30-50cm). Most commercial VHR 
lack either temporal resolution (revisit frequency), spectral resolution, sensing only NIR, R, 
G, B bands (with the exception of WorldView-3), or radiometric resolution due to their use 
of low-cost electronics. Figures 2 and 3 show the variety of satellites in resolution and 
cadence.
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Optical satellites detect the light emitted from the sun to the ground and reflected back 
to the satellite and are referred to as passive sensors. They are dependent on daylight 
illuminations and are affected by cloud cover. Despite the fact that visible light spans a 
very narrow band of the full EM spectrum, optical instruments are the most widely used 
type of sensor in orbit.

Wavelength / frequency — Optical sensors attend to the wavelength aspect of light, 
due to the fact that different chemical elements absorb light at different wavelengths.  
As light is reflected off the ground, it interacts with the ground surface in different ways. 
Like human fingerprints, surfaces on the ground have a unique signature in the visible 
and infrared regions of the EM spectrum, see Figure 4. A variety of surfaces, from plants 
to minerals display their own unique spectral signature that can be used to identify its 
presence, its conditions and track its behaviour through time. For example, most ground 
vegetation absorbs the red light and reflects green and the NIR, so from a vegetation 
monitoring point of view it makes sense to capture any light reflected within these bands 
of wavelengths. The amount of light reflected back also changes depending on the health 
or chlorophyl content of plants. This same idea applies to other bands in the visible spec-
trum, in that they indicate a certain type of material on the ground and may give informa-
tion on its conditions.

Figure 4: EM spectrum in micrometers. Visible wavelengths in nanometers. Credit: CTAHR.

Spectral resolution — The spectral resolution of optical sensors varies from three to 
tens of  bands in multispectral sensors, and hundreds of bands in hyperspectral 
sensors3. The more spectral bands there are, the more it is possible to capture the 
subtle absorption signatures of light by different surfaces. Whilst vegetation and iron-
rich surfaces have a spectral signature in the very-near infrared (NIR), other surfaces 
such as clay minerals have a signature in the slightly longer parts in the short-wave 
infrared (SWIR). For example two similar rocks with slightly different compositions can be 
distinguished using multispectral sensors with higher resolution in the short-wave infrared 
(SWIR)4. The amount of light entering the atmosphere is limited to the atmospheric 
windows shown as grey regions in Figure 5. Therefore, satellite-based optical sensors are 
limited in sampling the spectral regions within these wavelengths where light is able to 
enter.

3Currently, there is not as much hyperspectral data available as multispectral data. PRISMA data from the Italian Space 
Agency can be accessed for free through a user request form.

4Here is a concrete example from mineralogy: the minal known as muscovite has a well known double absorption feature 

2.1 Optical
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Trade-offs in optical sensing — An optical sensor measures the amount of incident 
light whose wavelength falls within a certain interval of wavelengths in the EM spectrum. 
We call such a range a (spectral) band, and the set of bands specification (locations and 
widths) is a key aspect in the design of an optical satellite. A natural question is — why 
not measure as many bands as possible? For hyperspectral optical sensors this is a 
desirable property, but this design is not ubiquitous because the amount of light passing 
through the lens every second is limited. And because all bands must share each pixel’s 
real estate, for every additional band packed in the pixel, there is less light to capture per 
band. Consequently, hyperspectral sensors measure hundreds of bands per pixel (less 
light per band), at the expense of spatial resolution (more light per pixel) to balance the 
net amount of light received per pixel. So we see that when it comes to optical satellites 
less can be more, and this is a theme that we’ll encounter throughout EO and AI.

Figure 5: Spectral and spatial resolutions of common multispectral optical sensors. Atmospheric win-
dows are shown in grey. Spectral bands are shown in colored rectangles, and their numbers correspond 
to the band ID of their instrument. Source: [143].

Pros

• Data is more intuitive and ease of interpretability compared to SAR.
• Outsourcing labels is easier.
• Spectral signatures of materials can be used for characterization (e.g. for land cover

analysis). When the question is spectral rather than structural.
• Mature, user-friendly, open tooling ecosystem.
• Anything where temperature is important like (wild)fires (thermal IR).
• Underwater visibility up to a few meters depth.
• Colour boundary detection / edge delineation.

• Cons
• Cloud coverage
• Visible light applications rely on daylight.
• Orbits with inclinations close to 90 degrees are avoided, so no pole coverage.

Optical pros & cons
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SAR is an active sensor where the signal is emitted and re-detected by the same instru-
ment. This means, they are independent of solar illuminations and can penetrate through 
clouds. SAR satellites operate at the microwave wavelengths of the EM spectrum. SAR 
operating bands are identified with letters, and the most common ones are the X-band,  
(2.4-3.8 cm wavelength), C-band (3.8-7.5 cm) and L-band (15-30 cm).  

SAR data is made up of two channels: the intensity of the signal i.e. amplitude, and the 
phase of the signal, proportional to the time taken for it to return to the satellite.  

The signal is sensitive to the structure of the object on the ground. The signal meas-
ured by the SAR sensor is called backscatter. Man-made structures such as buildings 
or ships in the sea act as strong reflectors - returning more of the signal back to the 
satellite.  In contrast, other surfaces such as calm water causes most of the signal to 
randomly scatter away - returning much less signal back to the satellite. Therefore, SAR 
is sensitive to the scattering mechanism of the object it interacts with. This property is 
enhanced by emitting and detecting the signal at different polarisations. For example, the 
development of agricultural crops (‘growth stages’) are tracked in this way and can help 
in prediction of yield. As crops grow, the dominant scattering mechanism may change so 
that vertically polarised signals may interact more with the vertical structures of the crops, 
such as stems and thus result in a higher signal return. In vegetated and rural areas, 
SAR backscatter is also highly dependent on the Vegetation Water Content (VWC), with 
higher backscatter returns for higher moisture content (Figure 6). To be noted, different 
wavelengths interact with different parts of the vegetation, with larger wavelengths, e.g. 
L-band, capturing the bottom part of the vegetation and potentially the soil level for low
density forests, and smaller wavelengths, e.g. C-band, capturing the top of the canopy
(Figure 6).

Figure 6: SAR signal interaction with vegetation. Transmitted signal is shown in red and the returned signal 
is shown in blue. The returned signal strongly depends on the vegetation water content, with higher backs-
catter for higher moisture. Source: [167].

2.2 SAR
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SAR pros & cons 

Pros

• Solar illumination-independent and can penetrate through cloud coverage, thus being
the only sensor of choice for cloudy environments.

• Signal is sensitive to the structural properties of the ground surface, its ability to
reflect or scatter the signal. This property is used in many applications, such as
estimation of soil moisture and biomass content.

• Further processing of the phase component of SAR through interferometry
techniques can result in measurements of surface deformation and topographical
height.

Cons

• Various pre-processing steps are required on the raw SAR image before it can
be used in any application. This results in a higher barrier to entry, with expert
knowledge being required. This makes outsourcing data labelling much harder.

• SAR products are hard to interpret. Lack of user-friendly SAR tooling.
• Interference of signals scattered from multiple objects within a pixel can result in

increased noise, known as SAR speckle. Speckle makes delineation of objects
difficult and filtering can blur edges.

• There are fewer open-access SAR instruments and data available compared to
optical. Therefore the impact of instrument failure is huge, e.g. Sentinel-1A/B. (No
free SAR alternative at the moment.)

• Poor historical availability of public data, and with low cadence and poor resolution.

InSAR

The interferogram between two SAR images contains information on the phase difference 
between the acquisitions and is referred to as InSAR (SAR interferometry). Whilst SAR 
data refers to the raw satellite data, InSAR refers to the processing chains of techniques 
used to estimate ground deformations and/or topographical height using the phase 
difference detected in SAR acquisitions. In satellite InSAR, successive acquisitions 
in time are obtained by the same satellite or a constellation of satellites with similar 
instrumental and orbital characteristics scanning the area of interest. Several processing 
schemes are feasible and interferometry is based on the production of interferograms, 
involving the use of the phase difference between acquisitions (i.e. at different times) to 
estimate the movement of the ground surface and its elevation.
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2.3 Lidar

2.4 In-situ

Lidar sensors shoot pulses of laser light, and measure the return time of the 
backscattered pulse back to the receiver. The vacuum speed of light is about 300,000 
km/s, so when a lidar sensor is aerial, its altitude is low enough to repeat this process 
hundreds of thousands of times per second. Surfaces with vegetation tend to diffuse the 
laser pulses instead of backscattering them, and since lidar sensors can track the amount 
of backscatter, they can estimate the overall intensity of laser light that the object reflects. 
Coupled with a GPS antenna, the lidar sensor can also register the 3D location of each 
reflection event at a 1-10m scale. The resulting data product is a point-cloud. Due to the 
sheer number of active emissions, a fraction of laser pulses manage to penetrate through 
tree canopies, to a degree that depends on the density of the vegetation.

In-situ and remotely sensed data complement each other. Consider a stationary in-
situ sensor that samples from a single location. The proximity of this sensor to the 
observation eliminates the sources of noise found in the medium that remotely sensed 
signals propagate—the Earth’s atmosphere being a classic example. However, even 
an ultra-precise measurement cannot speak for what happens in the region around 
it. Consider an example of measuring soil moisture in an agricultural context, where a 
centre point sample might be an anomaly to the rest of the field, or an outlier with respect 
to the month of the sampling date. Ground surveys get around this by sampling many 
times, from many locations. In continual monitoring, it can be as complex as a network 
of sensors installed across the wider system. A most comprehensive example of this is 
the USGS streamgaging network5 of in-situ sensors transmitting real-time water-level 
measurement at discrete locations along every major water stream in the continental U.S. 
This observation, hints to an ubiquitous trade-off in Earth Observation: the reciprocity 
between the measure fidelity (by virtue of proximity) and representativity in relation to the 
broader phenomenon.

5 The U.S. Geological Survey Streamgaging Network
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Anyone entering the field EO should be aware of the backlog of technical challenges that 
must be solved towards a cohesive economy of Analysis Ready Data (ARD) for the Earth. That 
layer can in turn power a marketplace of deployment-ready models for inferences at near 
real-time. This is the grand vision of AI4EO. The roadmap is long and arduous, but it is paved 
by entrepreneurs who can find the ‘feasibility’ sweet spot—problems formidable enough 
to dissuade most engineers, but not too hard to solve with current means. Successful EO 
companies are not built (just) because someone dreamed of working on space, but because 
some problem out there is in need of a solution6. ARD is often linked to the concept of data 
cubes, i.e. a set of data which is consistent in space and time (Figure 7).

The following are common preprocessing steps that improve the usability of the data 
products prior to being catalogued in a public platform (ARD).

Optical

Atmospheric correction — When a gas is heated it moves, and our atmosphere 
is continuously heated by the Sun and the Earth’s core. As a result, when ground 
reflectances cross the atmosphere, they encounter a slightly different mix of gases every 
day, and so they are filtered differently. To simplify the interpretation of satellite products, 
atmospheric correction7 attempts to remove such effects based on the expected state of 
the atmosphere at the time.

3. AI for Analysis Ready Data

Figure 7: A time-series multispectral data cube with revisits from the same location.

3.1 Preprocessing steps for ARD

6  Paraphrased.
7  For example, Sentinel-2 uses the Sen2Cor proprietary algorithm for atmospheric correction.
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Orthorectification — To maximise their ground spatial coverage, satellites often acquire 
imagery at off-nadir angles  . Orthorectification contracts the parts of an image farther 
from the satellite to look like an nadir (vertical) acquisition. However, the illusion fails in 
the presence of prominent structures, like buildings, trees, and cliffs (Figure 8). More 
generally, at higher zoom levels a genuine orthorectification would require stereo imaging 
to extract a DEM [162], or acquire the 3D elevation data directly from lidar [163] or SAR 
sensors [164].

Figure 8: Tall structures create occlusions when viewed from off-nadir angles. Left: Washington Monument 
in Washington, D.C., USA. Image ©2022 CNES / Airbus. Right: Trafalgar Square in London, UK. Image 
©2022 Maxar Technologies.

Registration — Satellites use navigation systems (GPS, GNSS) to know their position in 
orbit, but their positioning signals are corrupted by the atmosphere and the Earth’s gravity 
field. As a result, an acquired image is never assigned a perfectly accurate geolocation, 
and they must be co-registered to create a stack of revisits of the same geolocation 
(Figure 9).

Figure 9: Co-registered acquisitions from different optical instruments. Top row: PlanetScope. RGB. Bot-
tom rows: Sentinel-2 RGB revisits. Source dataset: SpaceNet 7 [160].



A CONCISE OVERVIEW FROM 
SENSORS TO APPLICATIONS

STATE OF AI FOR 
EARTH OBSERVATION23

Radiometric calibration / correction — Radiometry does on spectral reflectance values, 
what registration does on geolocation. Radiometric calibration converts the pixel (inte-
ger) values to physical units of spectral radiance (see 0.2 Glossary) calibrates the spec-
tral bands to compensate for atmospheric effects, so that spectral signatures from the 
same instrument are consistent across time and space. This simplifies the analysis of a 
time-series of revisits. Later in this section, we touch on AI-driven radiometric calibration 
when the optical data come from different instruments. 

Cloud masking — many optical data platforms employ quick and simple algorithms to 
search for clouds in an image. Most opaque clouds are easily detectable and their cover-
age is indicated in a binary mask (an image of 1s and 0s). Transparent clouds are difficult 
to disambiguate from ground effects, so cloud masking is not always perfectly precise. 
Regardless, clouds masks are good enough to help with spotting observation gaps in 
optical imagery.

SAR ARD standards are not well defined as the optical ones and several researchers 
are working towards processing chains to derive products to be ingested in data cubes 
[168]. SAR can be used to generate a variety of outputs but the main ARD products are 
the SAR backscatter and the SAR interferometric coherence. The first global and public 
dataset of this kind has been published only recently [170].

SAR backscatter —  backscatter products can provide meaningful information about 
soil moisture, flooding area, forest structure, etc. An exemplary processing chain to 
generate backscatter products from the Sentinel-1 mission is provided by Google Earth 
Engine9 and consists of (1) border and thermal noise removal (2) radiometric calibration 
(3) orthorectification, also called ‘geocoding’ or ‘terrain correction’ for SAR images. More
complex processing chains and a thorough description of the processing steps can be
found in the references above.

SAR coherence — coherence products can provide meaningful information about the 
land cover type and its change through time. A typical processing chain to generate inter-
ferometric coherence consists of (1) coregistration of two SAR images (2) interferogram 
generation (3) differential interferogram generation, i.e. topographical component removal 
(4) coherence generation (5) orthorectification. A thorough description of the InSAR pro-
cessing steps can be found in [172].

SAR

9  Sentinel-1 Algorithms - Earth Engine
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3.2 Harmonisation & fusion

In section 2. Sensors we showed us that even different specs produce data of different 
resolutions in a number of dimensions:

• spatial resolution;
• cadence (temporal resolution);
• (among optical) spectral resolution;
• radiometric resolution.

Especially because different satellite constellations offer different cadence or their 
band signatures do not overlap (spectral resolution), these disparities can be seen 
as an opportunity to complement each other, rather than competing in the datacube 
marketplace. However this is predicated on ‘harmonising’ the different specs that 
produced them.

Then the next level of fusion happens between different sensors (sensor fusion)—devices 
that ‘speak’ fundamentally different physical languages, like optical and SAR: optical 
images are spectral reflectance arrays represented by integer numbers; SAR data are 
wave data represented by complex numbers. So how can we bridge this language 
chasm?Tables 2 and 3 list examples of such use-cases.

As we argued in Section 1, The role of AI and ML, AI can improve upon traditional 
approaches to many of the preprocessing tasks mentioned thus far. Learning the 
preprocessing step from thousands of examples often leads to a solution that is more 
robust to geodiversity, LULC, spectral / radiometric shifts, timespan of the time series, 
and the presence of clouds.

At the same time, a healthy amount of scepticism goes a long way when considering 
heavily preprocessed products. Humans instinctively cling to visual information to make 
sense of reality 10, but their sense of realism is misplaced when it comes to EO data 
(see The role of AI and ML—Complementing human intuition). Therefore it is always a 
good practice in RS to demand transparency in the processing levels of a data product 
because it tells how we should interpret. Conversely, it is borderline negligent (if not 
unethical) to encourage consumers to take an image at face value. The following are 
typical examples of AI-driven preprocessing steps that should come with disclaimers:

Super-resolution (SR) — Generative DL has sparked a new wave of SR algorithms that 
enhance the spatial resolution of images with impressive aesthetic results, albeit with 
imaginary details. A moderate application of SR 11 (2x or 3x zoom) can actually provide a 
constructive amount of deblurring and ease of interpretation (Figure 10). But higher 
levels of zoom (4x or higher) are impossible without additional data [88, 92]. The problem 
starts when impressionable adopters of SR say that their models learn the space of HR 
images—a wishful thought rather than a scientific statement.

10 What Is the Uncanny Valley? - IEEE Spectrum
11 If an image has only features that vary slowly in space (band-limited) then there is room for increasing its spatial resolu-
tion, but most real images are not fully band-limited.
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Figure 11: Domain adaptation technique applied to Proba-V images (left), adapted to the colour and 
radiometry of Landsat-8 (middle) and the close-in-time Landsat-8 acquisition over the same area (right). 
Source: [159].

Figure 10: How many buildings lie within the green polygon? If you think counting them is easier in the SR 
image than in the low-res image, then the SR product is more than a pretty picture—it expedites the de-
lineation of buildings in this urban scene. This is an example of an SR product assisting with downstream 
tasks, like building segmentation. Source: [88].

Pansharpening — Pansharpened products (see Glossary) have become a standard offer-
ing in many commercial packages of optical imagery that include a PAN band. Pansharp-
ening differs from SR in that the additional information contributing to the increase of 
spatial resolution is already VHR. The legitimacy of pansharpening rests on the assump-
tion that the colour of a location in a low-res RGB image applies equally to its counterpart 
in the high-res PAN image. However, we recall from 2. Sensors that pixels in satellite 
photos mix many types of materials. Therefore, while pansharpened images are crisp, 
their colouring is too diluted for spectrum-critical applications, such as agricultural and 
mineral surveys [153].

Generative image translation — The same type of model being used for SR are also 
used for a much broader range of image-translation tasks. For example, translating data 
from one sensor type to another (cross-sensor translation) [154], extending the applica-
tion domain of the model to the domain from a different instrument of the same type, for 
example optical-to-optical (domain adaptation, Figure 11) [155].
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Machine Learning research is experiencing its biggest growth spurt in the history of the 
field. With groundbreaking ideas being published several times a year, how can one keep 
up with the field? The good news is that the useful set of foundational ideas is updated only 
every few years. Below, we describe a subset of those ideas at an intuitive level, and why 
they matter for EO.

The following are common preprocessing steps that improve the usability of the data 
products prior to being catalogued in a public platform (ARD).

Convolution

Convolution is the workhorse of most Computer Vision models used in AI4EO today, 
not to mention one of the drivers of the Deep Learning revolution. CNN architectures 
are made up of convolutional layers for the most part. What makes them special is a 
property known as  location invariance12. Location invariance is desirable when we know 
that the semantics of a scene are invariant to minor shifts of the image. For example, 
CNNs are good for detecting building footprints, as its filters will activate the same no 
matter where a building is located in the image. Being location invariant also means that 
a model does not need to learn the same building features for every different part of the 
image it appears in. After all, the look of a building is irrelevant to its location. Arguably 
this intuition hits a wall when we think of shipyards, but for many use-cases it works well 
enough and it simplifies the problem considerably.

Vanilla CNNs work in 2D image space, which is an example of a 2D datacube (1D for the 
X-axis, 1D for the Y-axis). The same principle applies also in 3D datacubes. This flavour
of CNNs is known as 3DCNNs, and they are popular in 3D graphics and medical imaging,
where the third dimension is usually spatial (+1D for the Z-axis). For EO applications,
the additional dimension is usually reserved for time. Therefore 3DCNNs learn spatio-
temporal features, not just spatial.

Recurrence

RNNs take the output of a layer and instead of passing it onto the next layer, they remap 
it back to the input of the same layer. This automatically endows a neural layer with a 
type of memory, because something that was observed in an earlier part of the sequence 
can be used to inform predictions later in the sequence. This means that features of 
a sequential or temporal nature can be learned. This simple idea has applications in 
problems involving sequential and longitudinal data. In EO this can be a time-series of 
sensor outputs, satellite videos or timelapses of satellite revisits, and it can learn long 
term seasonal effects in crop vegetation. In principle the recurrence can be repeated any 
number of times, so RNNs can accommodate sequences of variable lengths. However, 
for technical reasons esoteric to the manner of training of deep learning models, there is 
a limit in the number of timesteps an RNN can process before it effectively ‘forgets’ what 

4. Core ideas in Deep Learning

4.1 Architectures

12  They are also known for location equivariance, but for classifiers it boils down to invariance.
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it saw in the past.

Attention

The attention layer and Transformers (cascades of attention layers) was originally 
invented for NLP, and is an effective alternative to CNNs when large datasets are 
available. The main idea is that in large unstructured data (images and text), the context 
of an input generally matters for learning. For example, segmenting a road might rely 
on distant pixels along a straight line, whereas segmenting a crop field might rely on 
pixels in nearby fields, hence the need to learn how one input “attends” to another. CNN 
layers cannot do this, due to their predetermined ‘field of view’, and the fact that the 
location of things does not matter to them (location-invariance). Transformers can learn 
dynamic attention maps, hence they are a natural fit for tasks in EO where context is 
nuanced. However, their widespread adoption in Computer Vision was delayed due to 
the prohibitive computing requirements of vanilla Attention models: n a 100x100 image, 
10,000 pixels would need attend to 10,000 pixels, and that kind of computation does not 
fit in GPU memory. So more practical implementations had to be devised for images that 
limit the attention span of each pixel to a certain radius.

The vast majority of the AI discussed in this work works only in tandem with expert 
ground-truth annotations, under a paradigm of learning referred to as ‘supervised 
learning’. This reliance on ground-truth presents an obstacle to unlocking the full potential 
of our Earth’s data. ML researchers like to say that ‘truly unsupervised’ learning is a 
holy grail of AI. After all, humans do it all the time. Or so we think. In reality, humans 
rely continuously on feedback signals and mental world models to cross-reference 
assumptions and inform their actions. Therefore supervision always occurs, just not by 
an obvious teacher. Inspired by this, active research in ML investigates a few promising 
threads in which explicit supervision can be relaxed.

Weakly-supervised learning — EO datasets rarely fits perfectly into the supervised 
learning paradigm. Expert annotations are expensive to produce. Weak supervision is 
effectively a compromise in the level of detail of the ground truths that allows for faster 
and cheaper annotation. For example, it is pointless to fully annotate and delineate the 
exact shape of water bodies in a river network for hundreds of kms, when a ML model 
requires only fragments of it to learn to segment rivers. Another example of weak-
supervision is to train segmentation and object detection models with annotation at the 
image level but not at the pixel level.

Semi-supervised learning — It is common for EO datasets to be partially annotated. For 
example, many crop fields in a region might lack annotation, yet these regions contain 
temporal spectral signatures that obey the same physical laws. Crop fields with similar 
spectral signatures are likely to represent the same type of crop, regardless of annotation. 
The main idea of weak-supervision is that even a non-annotated spectral signature is a 
valuable feature that can guide the learning and prediction of the annotated ones.

Active learning — The problem of learning is not just about ‘what’ to learn, but also 
‘when’ to learn it. In the typical supervised learning paradigm, an ML model is allowed 
to plough through thousands of labelled data points whose individual contribution to the 
overall learning can be dubious. This is obviously inefficient when time is of the essence. 
With Active Learning, the labelling process occurs with an ML model in the loop, that tells 

4.2 Degrees of supervision
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the human which datapoint to label next. This can speed up the learning process of a 
model by orders of magnitude.

Transfer learning — This type of learning makes sense when there exists a database 
of general-purpose models pretrained on very large datasets. These might perform well 
enough on average, but they might not necessarily fit the needs of an individual use-
case. For example, an end-user might have a bespoke and probably expensive dataset 
that they cannot share beyond their local network (for legal reasons). In this case, instead 
of uploading and adding their data to a bigger corpus, they can download one such pre-
trained model and fine-tune its parameters to their data.

Self-supervised learning — SSL is the most promising approach to unsupervised 
learning. To appreciate the simplicity of SSL, it helps to view it in the light of supervised 
learning. In Computer Vision all images share the same “DNA”—a conglomeration of 
oriented lines, curves, color gradients, and other low-level spatial configurations—all 
ubiquitous in what the human eye could reasonably perceive. With that in mind, SSL 
defines its own ML tasks on a use-case. We can easily do so by altering a dataset of 
images in a consistent manner while retaining the originals. Then we can train a ML 
model to ‘repair’ altered images to their original state and because we kept the originals 
we can do this with good-old supervised learning. Such tasks whose ground-truths are 
produced programmatically are known as pretext tasks, see Table 1.

Pretext task Image degradation Reconstruct from

Inpainting / infilling remove center patch rest of the image

Spectral interpolation remove the RED band other bands

Time extrapolation remove final revisit from 
time-series

past revisits

Colour restoration remove colour / convert to 
monochrome

monochrome image

Super-resolution reduce spatial resolution low-resolution image

Table 1: Real examples of pretext tasks in SSL. Each degradation implies a reconstruction task.

The running theme here is to guess the missing parts from the observed parts, and the 
best part is that they all depend on ground-truth whose generation is trivial to automate. 
The point of all this is that regardless of the pretext task, a similar set of low-level visual 
features will be learned (the hypothetical ‘DNA’). This observation leads to the main hy-
pothesis of self-supervision, written here as a question:

Since any given ground-truth might not be the exclusive enabler for the learning of 
low-level features, why allow the absence of expertly annotated ground-truths be the 
information bottleneck to learning?
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SSL allows us to leverage as much unlabelled data as we can store, to learn ‘jack-of-
all-trades’ features useful for common vision tasks, like classification. Then we can 
specialize (fine-tune) them in a supervised way through our limited ground-truths. 
Regardless, industry and science practitioners of SSL will be the first to agree on 
the importance of pretext task design. For example, in agriculture when it comes to 
classifying crops, we expect seasonality to be a key differentiator of temporal crop 
signatures [113]. Here, once again the real-world is reminding us that there is no 
replacement for creativity and subject-matter expertise, and that intuitions gained from 
ImageNet eventually do hit a wall.

The role of ground-truth in unsupervised learning — If there is one takeaway from the 
success stories of unsupervised learning, it is that an obsession with nailing the end-
task alone misses the point of learning and can even hinder a model from reaching its 
full potential. On the other hand, regardless of the type of unsupervised learning being 
used, the importance of the availability of expertly annotated ground-truths cannot be 
overstated. Ultimately, a successful application of ML must be demonstrably predictive 
of the end-task. This means, ground-truth labels, whether acquired by manual annotation 
or from expensive bona-fide physics simulations, will always be in high demand. Even if 
they serve merely as a sanity check, or a unit-test.



A CONCISE OVERVIEW FROM 
SENSORS TO APPLICATIONS

STATE OF AI FOR 
EARTH OBSERVATION31

The rate of progress in AI4EO is primarily driven by advances in hardware and sensor 
design first, and then by ML software—research-grade code born out of academic papers 
that eventually makes it into production-grade GIS dev tools. The comoving SOTA in ML 
then translates into new model specifications per use-case. For example a new SOTA 
in semantic segmentation will be immediately translated into a solution for segmenting 
agricultural parcels. This publication pattern occurs enough times in a year to keep 
practitioners on their toes. The good news is that the useful set of foundational ideas is 
extended at least every few years. We covered those in section 4. Core ideas in Deep 
Learning.

The following is a brief overview on top-tier academic conferences, for the readers who 
are interested in staying up to date with the SOTA in ML. Key journal publications include: 
JMLR 13, TPAMI 14, FTML 15, TMLR 16. Key conferences include: NeurIPS 17, ICML, ICLR 
18, CVPR 19, AAAI 20, AISTATS 21. Aside from the main proceedings, each conference also 
hosts satellite academic workshop events catered to researchers working in specific 
basic and applied research domains. In the context of AI4EO, the following AI4EO 
workshops are staples in most annual iterations of the aforementioned conferences: 
EarthVision 22, AI4Earth 23, MLPS 24, CCAI 25. Because of their interdisciplinary nature, 
some of these events are supported by IEEE technical committees which also host their 
own conferences, like IGARSS 26.

The development and publication of ideas in AI4EO follow a common trajectory:

1. A new SOTA is published at a conference, typically on a problem unrelated to EO.
2. EO practitioners discover the new ML paper and translate it to their problem.
3. Occasionally, the translation of the new paper will be successful and the EO

researchers will publish their preliminary results in a EO workshop or symposium,
such as AGU 27, EGU 28, LPS 29. This is a good opportunity to receive early feedback
from the EO research community.

4. Finally, the new ML application makes it into a EO or RS journal.

5. Research trends in AI4EO

5.1 Venues of cross-disciplinary research

13 Journal of Machine Learning Research
14 IEEE Transactions on Pattern Analysis and 
Machine Intelligence 
15 Foundations and Trends in Machine 
Learning
16 Transactions on Machine Learning Research
17 Neural Information Processing Systems
18 International Conference on Learning 
Representations
19 Conference on Computer Vision and Pattern 

Recognition
20 Association for the Advancement of Artificial 
Intelligence
21 Society for Artificial Intelligence and 
Statistics
22 EarthVision
23 AI for the Earth Science
24 ML and the Physical Sciences
25 Climate Change AI
26 International Geoscience and Remote 

Sensing Symposium
27 American Geophysical Union
28 European Geosciences Union
29 ESA Living Planet Symposium
30 CIFAR-10 and CIFAR-100 datasets 31 
COCO dataset
32 SpaceNet Challenge

Note that at step 1 of this workflow the new ML methods are not benchmarked on 
EO datasets. This status quo is perpetuated by much of the ML community framing 
the advancement of the SOTA only with respect to traditional benchmarks for image 
classification, segmentation, object detection—like ImageNet [141], CIFAR 30, COCO
31—while EO tasks are not yet featured in the standard regiment of benchmarks. However, 
an increasing number of larger and larger scale datasets are starting to pop up, like those 
of the SpaceNet competitions32.
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Table 2 provides a detailed breakdown of most of the work in AI4EO in various verticals. 
Here are the main takeaways:

• Most of the works in AI4EO investigate optical data since it is the most abundant.
• CNN architectures have recently become the most ubiquitous architecture as they

allow for the discovery of shift-invariant patterns not only in space, but also in time
(3D-CNNs). They are also easier to train than RNNs, hence the latter are starting
to be used less frequently. Therefore, CNNs are recognised as a natural fit for
segmentation and classification problems in EO.

• SAR data is becoming increasingly available, with many interesting use-cases
emerging for InSAR.

• With a heterogeneous array of sensors, it is clear that learning to fuse instruments
harmoniously is key to complementing the observation gaps in isolated instruments.

• The majority of use-cases in EO are framed as segmentation problems, to identify
the spatial extent of an object, or regression / nowcasting / forecasting of continuous
quantities, like crop yield.

• Scientific fields have all found uses of ML to embed data into physical models (data
assimilation), or fine-tuning physical models through data (parameter retrieval), or
forming digital-twins of large-scale phenomena for cheaper simulation and at finer
resolutions (down-scaling, subgrid-parametrization).

• Agriculture is becoming the most frequent user of EO data (after intelligence /
reconnaissance users), both in the environmental / sustainability front, like food-
security, and commercially, for crop yield forecasting, monitoring, and asset
management.

• Understanding the type of some surface on the Earth (LULC) is a problem that cuts
across many disciplines, and ties naturally with classification and segmentation ML
tasks and architectures.

5.2 From sensing to applications

Table 2: From sensing to application. A breakdown of work in AI4EO in terms of the type of sensor 
employed, modelling approach, prediction task, and application domain.
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Table 3: Tasks and models. Selected works in AI4EO grouped by task and modelling approach.
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5.3 The future of AI4EO research

The following is a curated but not comprehensive list of promising research directions, 
aimed at prospective researchers about to enter the field of AI4EO.

Uncertainty — Quantifying uncertainty in computer vision applications can be largely 
divided into regression settings such as depth regression, and classification settings such 
as semantic segmentation. Deep learning methods cannot however represent uncer-
tainty in an interpretable manner. Vanilla deep learning models do not allow for uncer-
tainty representation in regression settings for example, and deep learning classification 
models often output softmax probability vectors, but their predictive uncertainty can be 
miss-calibrated when the related features are rare. For both settings, uncertainty can be 
better calibrated  with Bayesian deep learning approaches, which offer a systematic and 
principled framework for modelling uncertainty [146].

AI explainability — During the last decade ML has proven to be extremely successful 
in a variety of different problems [19], yet it is often used as a black box that does not 
provide us with any insight besides the final outcome [16]. Given that, the EO community 
has been reluctant to abandon traditional approaches and adopt ML in all those critical 
areas that require transparency and trust, such as the Earth sciences. In order to over-
come these limitations, recently there has been a great interest in developing methods 
for explainable AI (xAI) [144]. The main goal of this research direction is to increase the 
understanding of ML models without sacrificing their remarkable predictive power. To 
this end, several post-hoc model-agnostic explanation methods, that enrich DL and shed 
some light on how decisions are taken, have been developed [145].

Quality of data products

On the quality of data products derived from ML models, it is fair to revisit conventional 
approaches of measuring correctness in supervised settings; to question our confidence 
in a product’s closeness-to-reality. Often, the latter is compromised by a generative mod-
el’s lack of attention to detail, or excessive creativity:

• Uncertainty maps [149] — a type of saliency map to visualise what the model does 
not know. Uncertainty maps should be a standard component of the metadata 
accompanying a synthetic product, like those produced by fusion and image-transla-
tion models, like super-resolution. Disclosing the margins or errors in the data values 
would provide transparency and increase the trust by users of analysis-ready prod-
ucts. An exemplary map is displayed in Figure 12.

• Perceptual metrics [65, 150] have been traditionally applied on the image-translated 
products, like in super-resolution and pansharpening. Alternative approaches may 
consider saliency, which is deeply rooted on the broad concepts of information and 
uncertainty. While saliency criteria can be also founded on solid perceptual criteria, a 
purely statistical approach allows to scrutinise not only the output product but the 
inner layers in neural networks.

• Distortions and hallucinations that result from image translation tasks should
be evaluated at the model level, either by looking at the internal latent feature rep-
resentations, studying the effect of convolutional filters, how and when they activate 
under different stimuli [158].

• Losses for image-to-image translation tasks — Existing work in image tasks uses 
predominantly pixel-based (MSE, MAE, SSIM), kernel-based (KSSIM), perceptual
(learned filter-based comparison), adversarial (discriminator + generator minimax 
game). Research opportunity: losses that operate in Fourier and wavelet domains.
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Figure 12: An example of uncertainty map for a CNN-based land cover classification task. From left to 
right: aerial optical image, its ground truth, the CNN-predicted land cover classes and the uncertainty 
map. The uncertainties of the predictions are highest at the edges of classes (lighter colour) and lowest at 
the core of each class type. Source: [166].

Harmonisation

In section 3. AI for Analysis Ready Data we discussed the main challenges of ML-based 
harmonisation. Recent advances in Deep Learning architectures imply further room for 
progress:

• Attention over time — Current attention-based architectures attend only on pixels
or patches, like the visual Transformer with multiple self-attention heads at the level
of tiled patches [80]. There is an opportunity to design an attention over time, for
datacubes that involve time-series of satellite revisits.

• Generative-based harmonisation — Opportunity to use generative models, like
Conditional GANs, to  realistically generate missing modalities [154] or to infill miss-
ing data, for example due to cloud coverage.

• Spatial co-registration of products — End-to-end spatial co-registration during
sensor fusion. Satellite inclinations are naturally modellied by projective / homogra-
phy transformations [156].

• Spectral registration of optical products — As of yet, the spectral bands of a pixel
are not treated as a longitudinal data series, by which each band is represented by
both its reflectance value and its wavelength interval. Instead, only the reflectance
value is used, as in most cases all of the training data come from the same sensor,
so there is no need to keep track of the exact wavelength intervals of each band.
The need for a longitudinal spectral analysis arises in cross-instrumental studies (e.g.
sensor-to-sensor mapping, sensor fusion). One way to achieve this could be through
“band-positional” encodings that capture correlations of partially overlapping bands
between different instruments. The idea is inspired by the (spatial) positional encod-
ings used in the visual Transformer.
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AI safety

“Technology is an amplifier of human intent” [165]. The point of this quote is not that 
technology is inherently neutral; it is not because tech cannot exist in isolation from 
civilization. Therefore, one would be amiss to think that AI will ‘do no evil’33. Bias is a key 
ingredient of our ability to learn, therefore AI systems too are inherently biassed. These 
vulnerabilities can be exploited to concentrate power, or to fool and attack AI-based 
infrastructure systems.

• Robustness to adversarial inputs — Our increasing reliance on EO data will eventu-
ally necessitate their safeguarding from malicious signals on the ground. This type of
interference is a real concern for situational awareness applications involving InSAR
[11].

• Privacy and ethics — Indigenous tribes in the Amazon rainforest; villages in ru-
ral parts of Darfur, Western Sudan; migrants fleeing violence —are all examples of
vulnerable populations that can be compromised en masse through the wrong use of
a data API. This problem is actually best addressed not by AI, but with the instilling
of ethical practices in school and university curricula. That being said, AI can in fact
help, through the systematic collection evidence for acts against humanity34. But it
can also help to deliberately obfuscate the sensitive information of such communi-
ties, like geolocation data and visual indicators of activity in rural regions.

• Onboard-ML can also play a role here, through the development of lightweight ML
models that can be installed directly on the hardware of satellites, and help with the
prefiltering of sensitive data, prior to transmitting them to the Earth [157].

33Artificial intelligence is creating a new colonial world order | MIT Technology Review
34 Using AI to scale up human rights research: a case study on Darfur – Citizen Evidence Lab
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Users of EO data can be crudely categorised into producers and consumers. In the 
production camp, we find engineers and scientists who strive to enable the study of natural 
phenomena, or enable commercial use-cases. To that end they design and launch new 
instruments; participate in consortiums that standardise new specifications; as we saw 
in 3. AI for Analysis Ready Data they research more efficients ways to preprocess and 
automatically curate datasets for continuous delivery. Once example of this long delivery 
pipeline is the ERA5   dataset. In the consumer camp, we find organisations in commerce, 
government and NGOs. Regardless of their technical skills, they expect data to come in an 
analysis-ready format.

Consumers in agriculture, climate, weather, (illegal) mining, situational awareness / 
intelligence, disaster management, humanitarian relief—all require analysis-ready data. 
Producers process raw satellite data to a minimum set of requirements and organise them 
in a way that consumers can analyse them with minimum additional effort while preserving 
their workflow when new data ( including from other instruments) become available.

Table 4 shows a breakdown of the sensors being used and industry verticals and scientific 
fields. In conjunction with Table 3 in section 5. Research trends in AI4EO and following the 
citations, we can get an idea of the types of modelling approaches used to solve the gamut 
of technical challenges, and also, of the use-case themes emerging in the field.

Examples of agricultural analysis — productivity / health / chlorophyll condition, damage 
from pests or disease, anomalies within a field, presence of weeds, biomass, crop height, 
growth stage. These are opportunities to inform decision making on the targeted application 
of fertilisers, disease and pest control, and yield prediction. For example, the opportunity 
for AI to model signatures of a crop indicative of its growth stages. Growth stages can then 
signal if a crop develops in a healthy pattern with the season. This in turn is predictive of 
yield and can help to maintain food security, see Figure 13.

6.0 Science and industry

35ERA5 datasets | ECMWF

Figure 13: A time-series of 16 revisits (one per two weeks) in RGB, along with the labelled fields and field 
ids. Source dataset: Radiant Earth South Africa Crop Type Competition  .
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36 South Africa Crop Type Competition | Radiant Earth MLHub
37 UK-DMC-2 - Satellite Missions - eoPortal Directory
38 PROBA-V - Earth Online | ESA
39 SPOT - Earth Online | ESA

Table 4: Applications and sensors. Work in AI4EO grouped by application domain and sensor type. Note 
that agricultural use-cases exist both in science and industrial contexts.

Geology — spectral mapping is used to create geological maps of an area and potential 
for mineral deposits, e.g. hydrothermal clay alteration areas correlated with the occur-
rence of some types of ore deposits [173]. Compared to LULC applications, AI for EO for 
geological or mineralogical mapping is an under-explored opportunity. 

Infrastructure — Applications of EO for infrastructure management are relatively novel, 
with interesting applications of InSAR in civil engineering, like for bridges [152]. These 
works often explain the movement detected in InSAR with conventional civil engineering 
calculations, but none of them combine EO with AI for infrastructure early warning. Cur-
rently only [70] shows the potential of a U-Net in predicting deformations over the Hong 
Kong airport. And [74] showcased vanilla CNN for detection of tunnelling and gas extrac-
tion examples.

Urban development — Semantic segmentation for optical imagery is a well-studied ML 
task. By using segmentation as a primitive on isolated images, one can track the evolution 
of these segments through the time-series of segmentations, see Figure 14.



A CONCISE OVERVIEW FROM 
SENSORS TO APPLICATIONS

STATE OF AI FOR 
EARTH OBSERVATION40

40 GeoAsset Databases - Greening Finance and Investment
41 The paper is currently under review, but the data are openly accessible.

Figure 14: Time-series of satellite imagery can help us track urban development. PlanetScope imagery (top) 
and building footprints (bottom) in different times over the years 2018 and 2019. Source: [160].

Finance — The GeoAsset project40. Creating a global fundamental geospatial dataset of 
carbon intensive assets of cement plants. This type of asset-level database helps in finan-
cial risk assessments related to climate change. The data were derived using computer 
vision approaches on optical and thermal data41 .

Ecology / animal communities — Satellite images have been used also for animal con-
servation, through localization and counting methods in ML. This also touches on 
environ-mental / human rights issues driven by deforestation, see Figure 15.

Figure 15: Left: RGB image from a cattle ranch in the Amazon rainforest. Center: image with the ground-
truth count. Right: count predicted by a neural network. Source: [91].
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The last decade has been transformative for the field AI. We realised that, given the right 
dataset, we can learn to automate pretty much any menial cognitive task that requires 
too much of the human attention span. However, reframing this technology for Earth 
Observation has been challenging in itself, not least because EO poses challenges unique 
to this engineering field. Let’s now recap what we’ve learned.

Section 1. Introduction introduced us conceptually to EO, Remote Sensing and their 
incentives; we categorised the various ways in which AI and ML are being used in modern 
society, and how these translate into opportunities for EO. In section 2. Sensors, we became 
familiar with the gamut of sensors commonly used in EO, their operational characteristics 
and trade-offs. This motivated the AI challenges in section 3. AI for Analysis Ready Data, 
to transform this rich but  heterogeneous array of sensor signals into datasets malleable 
by Machine Learning models. By that point, we expect that some readers might have 
been curious to know more about the nature of modern deep learning machines, and 
therefore found the ideas in section 4. Core ideas in Deep Learning informative. Section 
5. Research trends in AI4EO, goes a step further and introduces some of the problems
at the frontier of AI4EO research. Finally, section 6. Science and industry showed us how
the best solutions thus far to those problems translate into opportunities for the sciences
and industries in the EO arena.

At the heart of Research and Technology Organisations (RTOs), such as the Catapult 
network, the Knowledge Transfer Network and the Alan Turing Institute, is to act as a 
bridge between academia, industry and government. RTOs are a source not only of 
technical and scientific ideas leading to new products and services, but also help societies 
adapt to emerging technologies and thus support continued innovation. Operating as 
neutral trusted entities, RTOs should work together to unlock commercial opportunities, 
and demonstrate a clear pathway to impact associated with technology investment. 

As recognised in the UK R&D roadmap42 , ambitious ‘moonshot’ programmes can develop 
the UK innovation ecosystem and offer long-lasting rewards. An example is the vision for 
a UK Digital Twin programme43 under the Gemini Principles44. Within these frameworks, 
the temporal resolution and fine global coverage of EO data provides a fundamental 
underlying dataset. Large scale insights can then be extracted and decision making 
improved by combining EO with AI enabled analytics.

EO offers an important source of training data, hence the need for surveys like this one to 
emphasise the links between EO and AI. We advocate for the establishment of a public 
good EO training dataset in line with the AI roadmap45, that guides future research and 
innovation to ultimately drive the adoption of EO - AI use cases.

7.0 Conclusion

42 UK Research and Development Roadmap - GOV.UK
43 National Digital Twin Programme
44 The Gemini Principles (pdf)
45 AI Roadmap - GOV.UK

7.1 Summary

7.2 The role of Research and Technology Organisations



A CONCISE OVERVIEW FROM 
SENSORS TO APPLICATIONS

STATE OF AI FOR 
EARTH OBSERVATION43

We are seeing a global step-change in EO that is radically altering the potential value of 
EO products and services. This is exemplified by the availability of data products with 
spatial and temporal resolutions that can finally meet industry requirements—all backed 
by cloud-based data storage and access.

Another key area would be around EO-AI and Natural Capital, i.e. an extension of the 
economic notion of capital to goods and services provided by the natural environment. 
EO is already showing huge promise for global scale environmental monitoring in e.g., 
tracking deforestation, illegal fishing46 and global methane emissions [171]. The synergy 
between climate targets, natural capital, agricultural policy and emergent markets like 
carbon credits is a huge driver of opportunity. A coherent strategy is required for aligning 
both government and private investment in EO data infrastructures, which have the 
capability today to deliver against these needs.

The full potential of EO can be unleashed only through mass adoption across sectors. 
To truly transform industries, there needs to be regulation of data, which includes 
benchmarking and certification processes underpinning robust products and services. 
Currently a non-expert investor or customer has no way to understand how accurate a 
given EO/AI derived product or service is or the relative tradeoffs/compromises when 
comparing similar solutions in the market. There is a role for RTOs for supporting 
benchmarking to allow the market to make more informed decisions and support 
increased adoption. 

Moreover, there is a need to aggregate various market requirements across sectors so 
that industry and academia have a coordinated approach to development. In this regard, 
the EO sector must focus on building trust in the demand-side markets through clear 
communication of capability, the value add in the context of clearly articulated business 
models and how to engage and procure from the sector. Today the market is unfocused, 
disparate and confused, leading to inefficiency, ineffectiveness and ultimately to lack of 
engagement or interest from some sectors. leveraging procurement and demand-side 
policies to pull technologies, will ensure successful translation and scaling of research 
outputs and innovations. To this aim, dedicated public funding mechanisms for academic 
and research institutions should be expanded with the ambition to reap the rewards of 
using satellite technologies across all sectors and markets.

46 Seafood Task Force
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